
Practical - Analysis of NGS data 

Exercise 1: Calling variants with the GATK 
You have sequenced whole-genomes of a parent-offspring trio and want to find 
de novo mutations (i.e. mutations absent from the parents genomes but present 
in the child) in the sequence data. The data have already been mapped to the 
human genome using BWA, duplicate reads have been mapped and indels 
realigned. You are given 3 analysis-ready BAM files: child.bam, father.bam and 
mother.bam.  
For the purpose of this exercise, only selected regions containing de novo 
mutations were kept in the bam files; these regions are defined as genomic 
intervals (chr:start-end) in the file trio.intervals. 
 
GATK is a java-based framework for the analysis of NGS data and is thoroughly 
documented here: http://www.broadinstitute.org/gatk/guide/. GATK is run as a 
command-line program, so you have to type (or copy/paste) each argument in a 
terminal whenever you need to run an analysis. The most basic operation is to 
simply list all possible analyses that can be run with the GATK: 
 

> java –jar GenomeAnalysisTK.jar --help 

 
Let’s now call variants from the trio using the GATK Unified Genotyper: 
 
> java –jar GenomeAnalysisTK.jar  -R human_g1k_v37.fa -T UnifiedGenotyper –glm BOTH –I 

child.bam –I father.bam –I mother.bam –L trio.intervals –o ug.vcf 
 
Here, we passed two types of arguments: general arguments that can be passed 
for many different GATK analyses and arguments that are specific to the Unified  
Genotyper.  
 
These are general arguments: 
-R: reference genome 
-T: analysis to run 
-I: references a BAM file as input 
-L: gives a location to restrict the analysis to. This can be a single interval or a file 
containing intervals (supports multiple formats such as BED, VCF, genomic 
interval, …) 
-o: name of output file 
 
And this is an optional argument of the Unified Genotyper: 
-glm: As seen in the course, the Unified Genotyper can call SNVs and INDELs. By 
setting “glm” to BOTH we indicate that we want to call both SNVs and INDELs.  
 
Running this command should take a few seconds, print out some statistics and 
generate two files: ug.vcf and ug.vcf.idx (an index of ug.vcf). 
 
Now open the VCF file ug.vcf using a text editor or using “less”:  

http://www.broadinstitute.org/gatk/guide/
https://www.broadinstitute.org/gatk/guide/tooldocs/org_broadinstitute_gatk_tools_walkers_genotyper_UnifiedGenotyper.php
https://www.broadinstitute.org/gatk/guide/tooldocs/org_broadinstitute_gatk_engine_CommandLineGATK.php


 
> less ug.vcf 
 
Have a look at the VCF format looking at: 

 The FORMAT and INFO header lines as they describe the format and 
content of the information for each variant and genotype. 

 The header line starting with a single ‘#’ (#CHROM …). On this line, you 
should make sure that all 3 samples (child, father, mother) are listed 
indicating that the calling was perform on all samples. 

 Without worrying about all the information in the INFO column, have a 
look at the first variant lines to make sure you can see: 

o The variant chromosome and position 
o Whether the variant is a SNV or an INDEL 
o Whether each sample is genotype is homozygous reference, 

heterozygous or homozygous non-reference  
o What is the genotype quality (GQ) for each genotype? 

Can you also tell how many reads were used to call each genotype? How many 
reference and how many non-reference?  
 

Exercise 2: Evaluate variants found 
 
To find out general statistics about what was called in your sequence data, use 
the GATK VariantEval module to print summary statistics: 
 
>java –jar GenomeAnalysisTK.jar –T VariantEval -R human_g1k_v37.fa –L trio.intervals –D 

dbsnp.vcf  -eval ug.vcf -o ug.vcf.eval 
 
Here, you passed 4 general arguments: 
-T: The analysis to run 
-R: The reference sequence 
-L: The genomic locations to process 
-o: name of output file 
 
And 2 argument for VariantEval: 
-eval: The VCF file to run the module on 
-D: The location of  the dbSNP VCF file 
 
As a result from this module, you should have a new file: ug.vcf.eval 
Open this file using a text editor or “less”: 
> less ug.vcf.eval 
 
You will see a number of tables. Before each table, the table description is given 
in a few lines prefixed with “#”. Directly following the information is the table 
header, followed by data line.  
Looking at these tables, can you find: 

 The number of SNPs called 
o How many are novel (not in dbSNP) ? 

https://www.broadinstitute.org/gatk/guide/tooldocs/org_broadinstitute_gatk_tools_walkers_varianteval_VariantEval.php


 The number of indels called 
o How many are novel (not in dbSNP) ? 

 The transition/transversion (ti/tv) ratio ?  
o Looking at the ti/tv ratio, is this value compatible with (a) mostly 

sequencing errors or (b) mostly true genetic variation? 

Exercise 2: Subsetting variants  
As you can already tell from the first few lines of the VCF, not all variants in these 
regions are de novo mutations. To subset variants that are possibly de novo 
mutations, we need to select only lines where both father and mother genotypes 
are homozygous reference and the child genotype is heterozygous. Use GATK 
SelectVariants to select the variants of interest: 
 
> java -jar GenomeAnalysisTK.jar -R human_g1k_v37. fa -T SelectVariants -V ug.vcf –mv –
mvq 0 -o ug.dnm.vcf –ped trio.ped  

 
Here, you passed 3 general arguments: 
-T: The analysis to run 
-R: The reference sequence 
-o: name of output file 
 
And 3 arguments for SelectVariants: 
-V: input VCF file 
-ped: A pedigree PED file describing the familial relationships between 
individuals in the VCF file 
-mv: select only Mendelian violations 
-mvq 0: apply a genotype quality threshold of 0 (effectively no quality threshold) 
for selecting Mendelian violation sites 
 
Running this command should take a few seconds, output some statistics and 
produce two files: ug.dnm.vcf and ug.dnm.vcf.idx.  
In the VCF file there are 14 variants left that are possible de novo mutation 
candidates. 
Open the VCF file using a text editor or “less” and verify that you have only 14 
mutations left and that they correspond to Mendelian violations (in this case, 
parents should all be homozygous reference at all sites and the child should be 
heterozygous at all sites). 

Exercise 3: Inspecting variants using IGV 
Now that you have sub-selected 14 candidate de novo mutations in the trio, it is 
time to inspect the sequence data on which these were based. For this purpose, 
we’ll be using the Integrated Genome Viewer (IGV). To start IGV, use the 
following command line (best to do it in a different terminal from the terminal 
you use for GATK): 
 
> java –Xmx250m –jar igv.jar & 

 

https://www.broadinstitute.org/gatk/guide/tooldocs/org_broadinstitute_gatk_tools_walkers_variantutils_SelectVariants.php
http://pngu.mgh.harvard.edu/~purcell/plink/data.shtml#ped


When IGV is loaded, start by making sure the correct reference is loaded by 
clicking on “Genomes”, then “Load Genome from File…” and select the reference 
genome we’ve been using (human_g1k_v37.fa).  
Then, load the BAM files from the trio by clicking on “File”, then “Load from 
File…” and select child.bam, father.bam and mother.bam. 
Finally, load the genotypes from the Unified Genotyper by clicking on “File” then 
“Load from File…” and select ug.dnm.vcf. 
You then need to navigate to the region of the genome of interest by entering the 
chromosome and position in the white box at the top of the IGV window. For 
example, to load the position 36499431 on chromosome 3: 
 

  
 
Your window should now look like the following: 

 
 
 
The reference sequence is at the bottom of the window and only bases at 
positions that are not matching the reference sequence are shown in the reads. 
(e.g. the T’s in the screenshot). 
Open one of the positions and explore some of IGV options: 

 Hover with the mouse over the coverage and reads to get additional 
information. Explore what information is available. 

 Right-click on one of the reads, you see that you can group, sort and color 
alignments based on different criteria. Make sure that you are centered on 

Current	genomic	posi on	
Genotypes	from	VCF	

Coverage	in	BAM	files	

Reads	in	BAM	files	



the position of interest (the black lines should be at the position of the 
mutation) and try sorting the alignment by base. This is useful since now 
all non-reference reads are at the top.  

 
Now go over all 14 positions left in the VCF file and assess whether you think the 
variants are true de novo mutations (i.e. only present in the child) or not. Pay 
particular attention to 

 Whether there are reads in the parents carrying the non-reference allele 
 How many reads cover the position 

 Is the sequence clean around the position are they many mismatches 
 
You should find that 4 of the candidate de novo mutations are probably false 
positive calls given that the genotype in parents were either derived from very 
little reads or that one of the parents had a few reads carrying the non-reference 
allele. This highlights one of the problems with sequencing data: not all positions 
are well covered and it is often difficult to find the right genotype. For these 4 
positions, have a look at the VCF file and notice the relatively low genotype 
quality (GQ). This can be used as a filter to find higher quality genotypes (e.g. 
using the –mvq argument for SelectVariants). 

Exercise 4: Calling a complex indel with the Haplotype Caller 
In the previous exercise using IGV, you probably have noticed that one of the de 
novo SNV (1:199325670) and INDEL (1: 199325672) were close together. In fact, 
these are not 2 separate variants but a single complex indel event. Since the 
Unified Genotyper calls one position at a time, it calls these as 2 variants. Use the 
Haplotype Caller to re-genotype this region: 
 
> java –Xmx500m –jar GenomeAnalysisTK.jar -T HaplotypeCaller  -R human_g1k_v37.fa –I 
child.bam –I father.bam –I mother.bam -minPruning 4 -L 1: 199325670-199325672 –
mergeVariantsViaLD –o hc.vcf  

 
Here, you passed 4 general arguments: 
-T: The analysis to run 
-R: The reference sequence 
-I: The BAM files to process 
-L: The genomic locations to process 
-o: name of output file 
 
In addition, there are 2 arguments for the HaplotypeCaller module: 
-minPruning: the minimum number of reads carrying a variant for being 
included in the analysis 
-mergeVariantsViaLD: Report multi-nucleotides polymorphisms that are 
consistently phased together on reads as single variants. 
 
This should produce some statistics on the terminal and result in two files: hc.vcf 
and hc.vcf.idx. 
 

https://www.broadinstitute.org/gatk/guide/tooldocs/org_broadinstitute_gatk_tools_walkers_haplotypecaller_HaplotypeCaller.php


Open hc.vcf and have a look at the variant reported. As you can see it is now only 
one complex INDEL. Load this VCF in IGV and have a look at how it appears and 
whether it corresponds to what you see in the reads. 


